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Abstract

This paper presents a study of the CAM–Brain Machine (CBM), a hardware tool which
implements a cellular automata based neural network. The idea of this machine is to build a
brain, consisting of up to 64,640 modules. Each of these modules implements a neural network
with up to 1152 neurons.
The structure of these modules is not fixed, but evolves directly in hardware under the control
of a built-in genetic algorithm that guides the evolution. The goal was to analyse this existing
genetic algorithm in the CBM, discover some of its weaknesses and present a better alternative.

Keywords: Artificial Intelligence, Genetic Algorithms, Brain Building, Evolutionary Pro-
gramming.

1 Introduction

In the domain of artificial intelligence, there has already been a lot of research on the way
information is processed in the human brain. The challenge to mimic the human brain is the
dream of numerous scientists and with the emergence of artificial neural networks a mathematical
model was proposed, resulting in simple nets with limited capabilities.

As research continued the amount of neurons in these nets increased and their capabilities
improved spectacularly. With increasing processor speed, simulation times of neural networks
could be reduced and larger networks (networks with more neurons) could be tested. Still there’s
a big difference between simulations and really useful networks. Nowadays we realize that, in
order to solve more realistic problems, increasing the amount of neurons is one of the things
that has to be changed. One of the projects that tries to accomplish this is the CAM-Brain
project, which initially aimed to implement one billion artificial neurons. To simulate such a large
network, a hardware tool was designed in order to get a realistic, high-speed approach, the result
being the CAM-Brain Machine (CBM). As a consequence of this implementation in hardware,
some tradeoffs had to be made, restricting the neural network model and making it different from
the traditional artificial neural networks.

The central concept in the CBM is a module. A module is based on a three-dimensional cellular
automaton and represents a digital neural network. The cellular automaton can be thought of
logically as a toroidal cube of 24×24×24 cells. Each of these cells is connected to his six neighbours
and can be either a neuron, an axon or a dendrite. The number of neurons in one module is limited:
a maximum of 1,152 neurons per module are supported, with fixed positions. Since all neuron
positions are fixed on positions of the form (3x − 1, 2y − 1, 2z) with 0 < x ≤ 8, 0 < y ≤ 12, 0 ≤
z < 12, the neuron is fixed at coördinate (2,1,0) in each block of 3×2×2 cells.
Figure 1 shows the alignment of the neurons in the module. Each grey cell represents a neuron.
Since up to 64,640 modules can be combined to form one brain the maximal number of neurons in
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Figure 1: Position of the neurons.

one brain is 74,465,280. The cell configurations, as well as the connections between neighbouring
cells are not fixed but can be “programmed”. The way this is done in the CBM is by means of
a genetic algorithm. This genetic algorithm is also implemented in the hardware, and we will
explain it more detailed in a later section.
Our goal was to analyse this built-in genetic algorithm, discover some of its weaknesses and present
a better alternative. Before we go into details, we start with a brief introduction about genetic
algorithms, followed by an architectural overview of the CBM. That will present the necessary
basic knowledge to understand the rest of this paper.

2 A summary of genetic algorithms

Genetic algorithms were invented in the early seventies by John Holland. These meta-heuristic
search algorithms try to find a certain optimum for a set of parameters, based on a qualitative
measure (the fitness value). Unlike other search heuristics, who operate on just one solution,
genetic algorithms operate on a whole set of solutions, which is called the population. Each
individual in the population is equal to a point in the search space and is called a chromosome.
In fact these chromosomes are a concatenation of the parameters we’re trying to optimize, hence
the analogy with human genetics.

The process of searching an optimal solution is turned into an evolutionary process, analogous
to Darwinism, where the individuals who are best adapted to their environment (i.e. having the
highest fitness values) stand a better chance to survive. The best individuals get the chance to
reproduce and in this way we get an evolutionary proces consisting of several generations.
The transition from one generation to another is done by means of the genetic operators. These
are the common genetic operators.

• Selection: this operator simply selects which chromosomes are copied from one generation
into the next.

• Crossover : starting from two parent chromosomes, this operator “builds” a new child chro-
mosome. The intuitive idea behind this is that a better child can be produced when both
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parents have good properties. In this way the child can combine good properties of both
parents.

• Mutation: this operator alters one or more parameters in the chromosome, thus allowing a
kind of diversity in the population. One can consider mutation as an operator introducing
a certain amount of random search in the searching process.

3 Overview of the CAM–Brain Machine

The CAM–Brain Machine (CBM)1 is a hardware tool which allows us to study a kind of artificial
brain. The central idea is a three- dimensional automaton, that can be seen as a cube of 24×24×24
cells, each connected to their six nearest neighbours. These connections can be either input buds
or outputs buds. Figure 2 shows the possible connections between two neighbouring cells.

Figure 2: The connections between neighbouring cells.

Since the system of connections between the cells also applies to the cells on the edges, this
results in a wrap-around mechanism, making the cube a toroidal one.

The neural network model used in the CBM is a digital model: the CoDi-model. CoDi stands
for “Collect and Distribute” and applies to the way the information is processed in the modules.
The model is digital since the signals between cells are digital, a restriction imposed by the
hardware implementation. If a cell sends a 1-signal to another cell we say that the first cell fires.
The 1-signal is called a spike, a terminology also used in the field of Spiking Neural Networks2.
The processing of information can be subdivided in three consecutive phases:

1. gathering of information;

2. processing of information;

3. distribution of information.

A special type of cell was devoted to each of these phases.

• Dendrites: they take care of the collection of information. In the CoDi-model dendrites have
up to five inputs and one output and work according to the mechanism of spike-blocking.
This entails that a dendrite only fires if exactly one of his inputs receives a spike. If two or
more spikes are received, the dendrite blocks the output (does not fire).

• Neurons: these cells are the processing cells of the machine. In the CoDi-model their number
of inputs can vary from zero to six (although a neuron with only inputs or only outputs does
not make a lot of sense). Additionally all inputs have a synaptic weight, analogous to the
weight of inputs for neurons in a conventional artificial neural network (e.g. perceptrons).
However, due to hardware restrictions these values are constrained to -1 or 1. Each neuron
also has a 4-bit accumulator summing the input signals. Thus the accumulator can hold val-
ues in the interval [−8, 7]. If the threshold3 exceeded or equalled, the neuron will fire. When

1The abbreviation CAM stands for Cellular Automata Machine.
2More information about Spiking or Pulsed Neural Networks can be found in Maass (1999).
3In the current CoDi-model this threshold is fixed and equals 2.
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a neuron fires, it’s accumulator is reset to 0, in all other cases the accumulator value remains
unchanged. When the accumulator equals -8 and a negative weight is added (underflow) the
accumulator is reset to 0 without firing.

• Axons: these cells take care of the distribution of information. In the CoDi-model each axon
has exactly one input and five outputs4. If an axon receives a spike on his input, it will pass
a the spike to all his outputs, if there is no spike nothing will be passed to the outputs.

• For the sake of completeness we also mention a fourth type of cells: empty cells. These cells
are not used.

The complete configuration of a module can be seen as a collection of all the cell information,
i.e. all the information about the connections, combined with the information about the cell
types. Such a set of characteristics is called a phenotype in genetics. The phenotype simply
describes the visible properties of an organism.

Genotype versus phenotype
When one decides to use genetic algorithms to guide the evolutionary process one has to find
a suitable representation for the individuals in the population. One such representation of a
module is to concatenate all characteristics of all cells in the module into one large chromosome.
Another way of characterisation is to describe how the module is built. Such a building plan or
blueprint is called a genotype. Using a genotype is in most cases a more compact way to encode
information. A concatenation of all parameters can be seen as a very simple genotype, leaving
out any compactness.

Consequences of a digital model
Since we are working with a digital model, we have to find a way to encode information into
sequences of 1’s and 0’s (such a sequence is called a spiketrain). In order to do this we have to
choose a certain interpretation of a spiketrain. Possible solutions are:

• deducing information based on frequencies, e.g. counting the number of spikes during a
certain time window.

• deducing information based on the length of the period between two spikes.

The method chosen in the CBM is Spike Interval Coding Representation (SIIC) which uses
a convolution filter to transfer the information in spiketrains to an analog, time-dependent
signal. The inverse processing is done by deconvolution with the Hough Spiker algorithm. Both
convolution and deconvolution are done by a hardware unit. In our opinion, this approach seems
too simple to model real brain-like information processing, and better alternatives are certainly to
be found, a very interesting topic for future research. More information about coding information
in series of spikes can be found in Rieke et al. (1996).
With one module, however, we won’t get far. Therefore there has to be a way to combine various
modules to compose one large “brain”. This is done by providing the module with various I/O
points. Each module in the CBM has 192 I/O points: 188 inputs and (only) 4 outputs. By
means of the I/O points modules can receive input from up to 188 other modules and send infor-
mation to 4 other modules. However, the total number of modules in one brain can be up to 64,000.

Hardware architecture of the CBM
The whole architecture of the CBM is based around the Xilinx XC6246 FPGA (Field Pro-
grammable Gate Array). These FPGA’s are reconfigurable hardware components (also known
from the field of evolvable hardware) which allow a rapid reconfiguration of the internal logic,
making them particularly convenient for an “evolving” neural module. A more in-depth treat-
ment of the CBM can be found in Saeys (2000).

4In the CBM however an axon with 3 inputs and 3 outputs is perfectly possible, but this advantage is not used
in the CoDi-model.
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4 The built-in genetic algorithm

4.1 General view

Like in all genetic algorithms, we evolve a population of chromosomes and allow it to converge
to the desired solution. In the CBM the chromosomes represent whole neural networks. Each
chromosome describes the genotype of a whole neural module, resulting in a bitstring with length
91,008. In general, the GA in the CBM looks like this.

• Create an initial population of chromosomes. Each chromosome represents the genotype of
a module.

• Repeat the following steps until the maximal number of iterations is reached:

1. Calculate the fitness for all individuals in the population;
2. Apply crossover to the best individuals. This way new individuals are born.
3. Apply mutation to the new individuals.

4.2 Evaluation of a chromosome

The way the evaluation of each chromosome is done in the CBM is quite specific and consists of
two consecutive phases: a growth phase and a signal phase.
The idea in the CBM is to “breed” a set of modules. To do this we actually have to build up a
module from zero, step by step. When we start to build, the whole module consists only of blank
cells. Then each cell is loaded with its genotype information. In the next step some cells are seeded
as neurons. The other cells on neuron positions will later on become either axons or dendrites.
After that, the neurons send growth signals to their neighbours, alternating between growth
signals for axons and dendrites. An empty cell that receives a growth signal turns into an axon or
dendrite, according to the particular growth signal. Each cell passes an incoming growth signal
to his neighbouring cells. This process is repeated during 96 cycles, resulting in a neural network.
During the growth phase the genotype bitstring (chromosome) is turned into a phenotype bitstring.

Whereas the growth phase can be considered as a preparatory phase, the signal phase ef-
fectively performs the fitness evaluation of a chromosome. During this phase the input signals are
presented to the module and the signals are propagated through the whole neural network. The
output signals are then compared to the target vectors, resulting in a fitness value that describes
how much the actual output deviates from the desired output.

4.3 Genetic operators

Selection is done in a software module on the host computer. This host computer is connected to
the CBM and also serves as an interface to the user. During selection the individuals are sorted
according to their fitness and the best ones are kept for the next phase (crossover).
Crossover and mutation are implemented using bitmasks, which are layered on the chromosome
bitstrings. To reproduce a child, the bits with a 0 in the mask are taken from one parent, while
the other bits are taken from the other parent. In that way we get a child with characteristics
of both parents. During mutation, the bits corresponding to 1’s in the mask are flipped, the
others are kept unchanged. To avoid having to load a new mask for each operation a simplified
mechanism (due to hardware limitations) was implemented. The bitmasks are loaded only once
at the beginning of the GA, and after that these masks are shifted after each operation. The idea
behind this is that new masks are generated by shifting an old mask, thus providing a certain
randomness. Unfortunately this mechanism just shifts in 0’s on the right, whereas it might have
been better to rotate the bits.

5 Shortcomings of the built-in genetic algorithm

The genetic algorithm in the CAM-Brain has some severe limitations, some of them due to
hardware restrictions, others due to an inaccurate design.
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A first problem is the limited coverage of the genotype. The genotypes lead to the construction
of phenotypes that don’t make use of the full architectural capabilities of the CBM: currently it
is impossible to have another kind of cell than a neuron, an axon or a dendrite. Nevertheless cells
like an axon with three inputs and three outputs have proven to be useful. Another problem,
related to the building strategy of the genotype, is that it implies a certain structure: first the
positioning of the neurons, then consecutive phases of growing axons and dendrites. This way
axonic and dendritic trees are grown in the module. When an axon and a dendrite grow next to
each other they automatically make contact. This way it is very hard to get a connection from
one neuron to another without connecting with any neuron in between.

The idea of using a genotype is to represent encoded information in a compact way. Later on
this information is used to build up a module, described by its phenotype. The problem in the
CBM is that the length of the genotype is equal to the length of the phenotype, so the genotype
is not more compact than the phenotype. Considering the length of the chromosomes only, there
is no benefit for the GA in working with the genotype instead of the phenotype.
Furthermore, the genotype is very large. Each chromosome is a bitstring of length 91.008. One
can easily see that a more compact representation of the genotype leads to a smaller search space.
Thus, a GA operating on a smaller genotype will usually converge faster.

Another issue is the implementation of the genetic operators. The fundamental problem with
the genetic operators is that they’re not well–structured and don’t take into account the way
the module is structured. Since the bitmasks for crossover and mutation are just shifted, thus
performing a random crossover and mutation, there is a high chance that we’re just combining
rubbish, whereas the task of the crossover operator is to combine structured pieces of useful
genetic material. Normally the crossover operator has to create children that are a combination
of characteristics of both parents, but by applying random crossover the algorithm clearly does not.

A last problem is that it is impossible to reuse parts of modules. One can save only a whole
module and reuse it afterwards. The problem arises when two modules have parts in common.
Since only whole modules can be used, such common parts have to be evolved over and over again
each time a new module needs them.

6 Suggestions for improvement

In order to bypass the problems with the current GA we had to think of a new GA that offered
the possibility to take advantage of the full capacity of the architecture, and additionally provides
a way to reuse parts of modules. In Saeys (2000) we worked out three different methods based
on a partition of the module in basic blocks. These basic blocks are used to provide a structural
exchange of information, which takes into account the way the module is built. Each basic block
consists of 3×2×2 cells (Figure 3).

Figure 3: A basic block.

112



The partition of a module in basic blocks is shown in Figure 4. To keep it simple and clear, we
only show a part of the cube with dimension 6, but we keep in mind that the real cube in the
CBM has dimension 24. In Figure 4, the image on the left shows only the grids and the cells. The
drawing in the middle of the same figure shows a partition of the cube in 3×2×2 basic blocks. We
used the 3×2×2 basic blocks because the number of neurons in a module is limited, and in that
way each basic block contains one neuron position. The image on the right in Figure 4 shows a
view of the basic blocks in a (part of a) module.

Figure 4: Partition of the module in basic blocks.

Furthermore we decided to separate the two phases in the evaluation of modules and drop the
first phase (growth phase) and the genotype. Working directly with the phenotype allows us to
express more module configurations, but leaves out the possibility to really build up a module.
Nevertheless working with a genotype to build up a module is a good idea, as long as a powerful
genotype can be used. The quest for a new genotype for the CBM remains a topic for future
research.

By defining a new representation of the module (as a set of basic blocks) we also need to
construct a customized crossover and mutation operator. These new operators will work on the
basic block level and will impose a more structured genetic algorithm.

6.1 Crossover

Given two parent chromosomes (each built up as a set of basic blocks) the crossover operator has
to create children that are a combination of characteristics of both parents. Herein the original
algorithm failed. Our approach will present a way of exchanging subcomponents between the
parents, resulting in two children.
These subcomponents can be compared with Tetris-like5 building blocks. Each cube in such a
component represents a basic block of 3×2×2 cells. Various components are stored in a library
and provide different shapes (Figure 5).

The algorithm to exchange subcomponents works as follows.

1. Choose a random component from the library.

2. Choose a starting block in the mother and father module and map the chosen component
onto the module. This way we select different basic blocks in each parent, resulting in two
congruent shapes.

3. Exchange the two selected components.
5Tetris is a puzzle-like computer game where the player has to fit various different-sized blocks into a two-

dimensional grid.
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Figure 5: Library of components.

This is just a basic version of the crossover algorithm. More advanced options can be found in
Saeys (2000).

6.2 Mutation

Mutation performs a kind of random search in the search space, and one has to be careful that
by using mutation each point in the search space can be reached. Our mutation operator is a
combination of the classical mutation and some additional functionality. The classical part picks a
random basic block, and alters one of the characteristics of the block. An advantage of the use of
basic blocks is to create an additional library of evolved components (each component consisting of
some interconnected basic blocks). These components can be viewed as subnetworks performing a
specific task e.g. a logical and-port or a random generator. By constructing such a library of useful
components we introduce the possibility to swap in components during the mutation phase of the
genetic algorithm, thus performing a reuse of components already evolved. This is the additional
functionality of the mutation operator.

7 Experiments

Experiments with the original GA showed that the crossover operator didn’t behave in a
constructive way. The results of the algorithm didn’t get worse when we left out the crossover
operator, and even tended to be better with a higher mutation rate. From this we can conclude
that the genetic algorithm isn’t really working properly, but rather performs a random search.

The first tests with the new algorithm showed that we were now able to develop more complex
circuits, e.g. an invertor with only one input. Such a circuit could not be evolved with the original
GA while the new algorithm finds it easily. Such an invertor can be seen in Figure 6.

Figure 6: An invertor.
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In this circuit all cells are initially firing, providing a constant series of 1-signals at the output.
However, if a spike is presented at the input, the output dendrite receives two incoming signals
and blocks, causing the output to produce a 0. With the original algorithm, the only way to get
signals into the module is by passing a signal to one of the module inputs. As a consequence there
can’t be any firing signals present in cells other than the input cells in the first cycle of the signal
phase. This is the basic reason why a NOT-port like the one in Figure 6 can not be evolved by
the original algorithm.

0

200

400

600

800

1000

10 20 30 40 50 60 70 80 90 100

F
itn

es
s

Iteration

Figure 7: Evolution of an invertor.

The new algorithm finds the NOT-port easily, as can be seen in Figure 7. This simulation
was done using a population of 100 individuals with 0.8 as crossover rate and 0.001 as mutation
rate. In most cases the new algorithm converged faster than the original one, and achieved better
solutions (solutions with a higher fitness value). Figure 8 shows the fitness for the evolution of a
simple on-switch for both the old algorithm (original) and a basic version of the new algorithm.
The optimal solution of this problem had fitness 2070. We used a population of 300 individuals
with 0.8 as crossover rate and 0.001 as mutation rate.
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Figure 8: Comparison of the original and the new algorithm.

Figure 8 shows that the fitness values of the new algorithm start at a lower point than the
one of the original algorithm. This can be explained by the fact that the modules in the original
algorithm are really built up, so there’s a lot of connectivity. The new algorithm doesn’t use a
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building phase but directly operates on the phenotypes. It’s clear that this new algorithm will
need some time to discover well-connected modules, but once this is done the algorithm not only
converges faster but also achieves better solutions. In fact the new algorithm finds an optimal
solution (this is a correct solution with a minimal delay between the input and output cells).
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Figure 9: Comparison of the original algorithm and New*.

Another reason for the lower initial fitness values is the value of the phenotype bit that indicates
whether a cell is firing or not. We already explained that in the original algorithm no other cells
than module inputs could be firing during the first cycle of the signal phase. With the new
algorithm every cell can fire initially, which can be useful (e.g. the NOT-circuit). However, in
other cases it makes it harder to find a good solution since these fire bits generate some noise inside
the module, thus disturbing the incoming signals. We worked around this difficulty by setting all
fire bits in the initial population to 0. Later on these bits can still be altered by mutation. Figure 9
shows the original algorithm and the adapted new one (called New*). Again we see a considerable
improvement in the fitness, and a very fast convergence to the optimal solution.

In the case of the full switch the difference in convergence speed becomes even more clear.
Figure 10 shows the results for the original algorithm versus the new one.
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Figure 10: Comparison of the original and the new algorithm.

116



Using the CBM for optical character recognition
Several experiments were done to explore the capabilities of the CBM in the field of character
recognition. We tried to evolve different modules that would be able to distinct specific characters
from others. An example of this is the pattern for the character ’a’ in Figure 11.

Figure 11: The character ’a’ seen as a pattern of pixels.

The goal of this experiment was twofold. On one hand we wanted to see if a module was
capable of evolving a very complex structure. On the other we tried to find out if this way of
presenting patterns to the CBM is a good one. The character is drawn on a 8×8 canvas of pixels.
In this way the pattern can be mapped onto one side of a module (which had a grid of 8×8 IO’s).
We then tried to evolve a module that could make the difference between an ’a’ and several other
characters. The results of these experiments were not really good. What happens is that we’re in
fact training a module which has to operate as a giant AND-gate. Since the character ’a’ consists
of 23 pixels the ideal module should only give an output signal if all of these 23 pixels are present.
This way the module performs an AND-operation on 23 inputs. As a consequence the pattern is
not recognized if we shift it one or more positions. This shows that this way of presenting patterns
to the CBM is not a good idea.
Another problem is the complexity: an AND-gate with 23 inputs with the appropriate routing
from specific inputs to one of the outputs might be too complex for the algorithm to discover.
In order to enhance the CBM with more capabilities for pattern recognition we need to find a
more suitable representation of the patterns, not just a simple transformation onto the inputs
of the module, but a more generic way to decode the information into spiketrains. The coding
of information into spiketrains, and especially how to use them in the CBM remains a topic for
further research.

8 Conclusion

In this paper we presented the CAM-Brain Machine and the genetic algorithm used to let the brain
develop its neural modules. We also showed that the built-in algorithm has several weaknesses,
the most important being a limiting representation and a non-constructive crossover. To overcome
those disadvantages we designed a new genetic algorithm, using basic blocks. The results of this
new algorithm are very encouraging, and could lead to a more component-based view of brain
building with the CBM.
It goes without saying that there’s still a lot of work to do, but with this new genetic algorithm we
provided a basic framework for future evolutionary algorithms for brain-like systems as the CBM.
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