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Abstract. The selection of the distance measure to separate the objects of the 
knowledge space is critical in many classification algorithms. In this paper, we 
analyze the distance measures reported in the literature for the problem of HIV 
prediction. We propose a new distance for HIV viral sequences, based on the 
mutations with regard to the HXB2 reference sequence. In a first step, we 
reduce data dimensionality in order to subsequently analyze the distance 
measure’s performance in terms of its ability to separate classes. 
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1   Introduction 

The selection of an appropriate distance function to separate the objects of a given 
problem is an important and non-trivial task in both supervised and unsupervised 
pattern recognition techniques [1].  

In supervised learning, a class label is assigned to all instances and the goal is to 
find an appropriate classification model, capable to learn from the data and assign the 
right class to an unseen instance. We can divide this process in the following steps: 
preprocessing of the data, training of the classifier, and evaluation (testing).  

On the other hand, in an unsupervised learning problem, the task is to group 
unlabeled instances in clusters without a priori knowledge of the classes. 

Both supervised and unsupervised algorithms follow a similar setup, where the first 
task consists of a preprocessing step. Preprocessing involves feature extraction and 
selection, and is necessary in a wide range of problems. In the extraction step, the use 
of a similarity function is quite common, and well known unsupervised 
dimensionality reductions such as Principal Component Analysis (PCA) [2], 
Sammon´s mapping, and Multidimensional Scaling (MDS) [3], are all based on 
distance matrices. 

There are many clustering methods that need the definition of this distance 
function, k-means [4] for example, or even artificial neural networks like 
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self-organizing map (SOM) [5], but there also exist supervised models such as 
instance-based learning algorithms like the  k-nearest neighbor algorithm (kNN) [6], 
or kernel methods [7].  

Both methods, supervised and unsupervised, are useful in wide extended areas in 
science. Bioinformatics is an important area where machine learning techniques are 
broadly used nowadays to solve an extensively kind of problems. RNA, DNA and 
protein sequence analysis are clear examples of these applications. 

Alignments and sequence similarity scores are commonly used to compare amino 
acids sequences when we are facing evolutionary history inferences, or protein 
families’ biological function characterizations. There are different scoring schemes. 
One of them are scoring matrices from PAM [8] and BLOSUM [9] families, arising in 
particular to emphasize evolutionary and biological properties. But most of classic 
methods, non-parametrical statistics and some artificial neural networks are still based 
on instances distance measure. 

Some authors have obtained their distance functions based on these score matrices. 
Others applied chain distances, taking the biological amino acids sequence as a chain. 
In spite of the wide variety of measures reported in the literature, researchers are still 
looking for new functions to separate in a better way the patterns of specific problems  
[10, 11].  

When we face a pattern recognition problem, as we said before, no matter it is 
supervised or unsupervised, preprocessing is a first step in analyzing the data. Ideally, 
we must completely know the data we are working with, and visually representing the 
data can be an important help in order to study its characteristics.  

In this paper we present a novel distance measure for HIV sequences. We show 
how to support the search for an appropriate distance using a visual representation of 
the dataset after having applied dimensionality reduction techniques. 

2   Methods 

2.1   Problem Formulation 

For the HIV resistance prediction problem, we use the Stanford HIV Resistance 
Database [12]. This dataset is described by a genotype-phenotype relation and 
describes some protease inhibitors. We select 6 well known protease protein 
inhibitors: amprenavir (APV), atazanavir (ATV), indinavir (IDV), nelfinavir (NFV), 
ritonavir (RTV), and saquinavir (SQV) for this work. This data are described by the 
genotype and the phenotype. 

The genotype is described by the list of mutations with respect to a reference 
sequence. We modeled each genotype sample using one attribute for each amino acid. 
Each amino acid was replaced by its respective contact energy, due to the relation 
between this property and the 3D structure, resulting in continuous valued features [13].  

The phenotype is described by the resistance-fold based on the concentration of the 
drug to inhibit the viral protease. This value is used to turn the dataset into a classical 
classification problem, taking as cut-off the standard value of 3.5, as described in the 
literature. Thus, if the resistance-fold is larger than the cut-off value, the viral  
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sequence is regarded as resistant to the drug; else the sequence is termed to be 
susceptible to the drug. Finally, we now have 6 classification problems with 99 
descriptive features and only one objective feature. 

2.2   Distance Measures 

As we mentioned before, there are a lot of distance measures already defined, used in 
a really sparse kind of problems. Some of them are metrics, also called distance 
functions. Some others are semi-metrics or pseudo-metrics. The most well known 
distance function is Euclidean distance, but it is not applicable to all problems. Other 
distance functions include Mahalanobis, Minkowski and correlation based functions. 
The Value Difference Metric (VDM) is defined over nominal attributes and there 
even exist metrics developed for a mixture of nominal and continuous attributes [1]. 

In order to compare the results of our new distance measure, we will be using some 
well known functions. Let us describe these functions taking into account that X and Y 
are the objects we will compare, with dimension N (attribute number), and xi and yi 

denote the ith attributes of X and Y respectively.  
Euclidean distance (equation 1) is a metric for continuous values as we already 

said. Taking into account that in our HIV resistance prediction problem we use 
contact energies to represent each amino acid in the sequence, this is a continuous 
value, and then this function is applicable. 
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Manhattan distance (also known as City Block distance) is also defined over 
continuous attributes. It represents the total energy variation in mutated positions 
(equation 2). 
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Chebychev distance (equation 3) represents the maximum energy variation in our 
problem. 
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Hamming distance represents the total different positions between two sequences. 
It measures the minimum substitution number needed to transform a sequence into the 
other (equation 4). 
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Levenshtein distance measures the minimum operations number required to 
transform a sequence into the other. By operation we mean insertion, deletion, or 
substitution of amino acids. This is a generalization of Hamming distance not taking 
just substitution into account, but insertions and deletions too. 

In the HIV protease drug resistance dataset all sequences have the same length, it 
has no insertion or deletion, so the Levenshtein distance is exactly equal to Hamming 
distance and we will not use it in our tests. A final note concerns the Hamming 
distance which counts the different positions in the sequence. This means that the 
sequence is treated as a chain of nominal values. It is effective to our problem, 
because each of the 20 possible amino acids has a unique energy, so this energy could 
be used as a nominal value as well. 

2.3   Mutations Based Distance Measure 

The Hamming and Levenshtein distances could be seen as measures that take into 
account the mutations in the sequence. There are some other distances with the 
same assumption [14]. There are also distances or dissimilarity measures based on 
the probability of substitution of each amino acid by another stored in score 
matrices. 

In this paper we discuss a new distance based on the mutations number taking 
HXB2 (wild-type sequence) as reference pattern for the HIV sequences. 

Let R = (r1,r2,...rN) be the HXB2 reference pattern, and X = (x1,x2,...,xN) and Y = 
(y1,y2,...,yN) the sequences to be compared; the dissimilarity measure is defined in 
equation 5, where S(X,Y) is the similarity measure defined in equation 6. 

D(X,Y)= 1- S(X,Y) (5) 
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Where M(X) denotes the mutated attributes set in sequence X taking R as reference 
pattern. The denominator in equation 6 represent the cardinality of the union of 
mutated attributes sets, that is the total number of attributes that have mutated in  
X or Y. The similarity(xi,yi) represents the similarity of features, and is defined in 
equation 7. 

Note there are different score wi for different described situations, in order to 
emphasize the differences between the mutations. It is highly recommended that w1 > 
w2 > w3, so the highest score is for the attribute with the same mutation in both 
sequences (w1); there is an intermediate score for attributes with different mutations 
but in the same direction of energy change (w2); and finally a the lowest score is 
awarded to the rest of attributes that have mutated in both sequences but have no 
similarity at all (w3). There is no reward for attributes where there is only a mutation 
in one of the sequences. 



94 I. Bonet et al. 

( ) ( )
( ) ( ) ( )
( ) ( ) ( )

( ) ( )
( ) ( ) ( )

( ) ( )⎪
⎪
⎪
⎪

⎩

⎪⎪
⎪
⎪

⎨

⎧

−≠−∧
≠∧≠∧≠

−=−∧
≠∧≠∧≠
=∧≠∧≠

=∨=

=

iiii

iiiiii

iiii

iiiiii

iiiiii

iiii

ii

yrxr

yxryrxifw

yrxr

yxryrxifw

yxryrxifw

ryrxif

yxsimilarity

sgnsgn

sgnsgn 

0

),(

3

2

1

 (7) 

Keep in mind sgn(X) is the sign function. 

2.4   Dimensionality Reduction 

There are several techniques to reduce dimensionality as we mentioned before. We 
have chosen MDS due to the distance matrices manipulation advantage. The final 
goal is to visualize the data transformed using the different distances in order to select 
the one that is best capable of separating them, as a potential effective distance to be 
used in distance based methods. Here, we chose the kNN classifier to test our 
methodology. 

3   Experimental Results 

Let us show the results for the process predicting the resistance of the HIV protease 
with 6 drugs adding the new mutations based distance. 

First of all, each drug is reduced to two dimensions and it is visualized in order to 
look for visual information about the consequences of using the distance to separate 
the classes. 

Keep in mind the considerations made above about the appropriate w1, w2 and w3 
for the last distance. We select the maximum value when there is the same mutation 
in both sequences (w1=1). We reduce the reward to a half when there are different 
mutations in the same direction, both increase or decrease the energy (w2=0.5). 
Finally we also reduce the reward to a half when there are mutations but neither in the 
same direction (w3=0.25). 

These datasets are described by 99 amino acids, so the task of reducing this amount 
of features to only 2 is really complex. We are facing here a really hard problem in 
terms of separation of classes, and it is easily seen in figures 1, 2 and 3. In spite of 
this, it can be easily seen which measure obtains the best separation of classes.  

Figure 1 shows the results of the dimensionality reduction of IDV and NFV using 
Euclidean, City Block, Hamming, Chebychev and our new distance (WeightedMutation). 
Each point corresponds to a case of the database; black points represent a class whereas 
gray points were used for the other class. In both drugs, our novel distance clearly 
performs in a better way. 
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Fig. 1. IDV and NFV datasets reduced by MDS using Euclidean, City Block, Hamming, 
Chebychev, WeightedMutation distances 

We can see the WeightedMutation distance draws a circle with the cases, clearly 
separating objects from different classes in a better way than the other distances. If a 
vertical line is drawn near to the center of the circle in NFV, nearly all of the black 
points (one class) lie at left side and most of the gray points (the other class) at the 
other side. In the representation of the cases using the remaining distances is harder to 
divide the classes. 

Figure 2 depicts the results of MDS for APV and RTV. Here is also possible to see 
that the separation between the classes using WeigtedMutation distance is easier to be 
obtained than with the other distances. 

On the other hand, the same does not occur for ATV and SQV. It can be seen in 
figure 3 that the 2D representation for these drugs does not really offer useful  
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Fig. 2. APV and RTV reduced by MDS using Euclidean, City Block, Hamming, Chebychev 
and WeightedMutation 

information about which distance is the best because the points of two classes are 
merged. 

Once the visualization has been analyzed, the remaining experiment is to verify 
these results using a distance based classification method with the original databases 
with 99 features. We choose the kNN classifier as the classification method using the 
same distance measures that were used for the visualization. We pick k=15 and use 
10-fold cross-validation method to evaluate the distance measures. 

Up to now our hypothesis is the best result should be obtained using 
WeightedMutation distance for APV, IDV, NFV and RTV, but not for ATV and SQV. 

Figure 4 shows the kNN performance for each drug. The results obtained here 
support our hypothesis. WeightedMutation distance is the winner in APV, IDV, NFV 
and RTV, which is just what we were expecting. The same does not occur in SQV  
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Fig. 3. ATV and SQV datasets reduced by MDS using Euclidean, City Block, Hamming, 
Chebychev, WeightedMutation distances 

and ATV. In fact, the results reached by kNN with any of these distances are low for 
ATV and SQV, as we expected.  

In order to analyze the stability of the results the standard deviation was computed.  
Our distance achieves 0.045 as average for APV, IDV, NFV and RTV whereas the 
remaining distance averages range from 0.060 to 0.066.  

All in all, when we need to use a distance measure in a supervised problem is 
useful to utilize visual information before going for the appropriate one. 
Dimensionality reduction can be firstly done using a method based on a distance 
measure as MDS. A visual analysis can then be performed in order to decide which of 
the possible measures can achieve a better separation between the classes. 
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Fig. 4. kNN accuracy results using Euclidean, City Block, Hamming and Chebychev distances 
for APV, ATV, IDV, NFV, RTV and SQV datasets 

4   Conclusions 

The results obtained in this paper show that the new proposed distance based on 
weighted mutations is a promising distance measure for the problem of HIV 
resistance prediction. We showed that the use of dimensionality reduction techniques 
such as MDS help us to select the appropriate distance for a given problem to be used 
in future classification. 
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