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Abstract Gas chromatographic fatty acid methyl ester

analysis of bacteria is an easy, cheap and fast-automated

identification tool routinely used in microbiological

research. This paper reports on the application of artificial

neural networks for genus-wide FAME-based

identification of Bacillus species. Using 1,071 FAME

profiles covering a genus-wide spectrum of 477 strains

and 82 species, different balanced and imbalanced data

sets have been created according to different validation

methods and model parameters. Following training and

validation, each classifier was evaluated on its ability to

identify the profiles of a test set. Comparison of the

classifiers showed a good identification rate favoring the

imbalanced data sets. The presence of the Bacillus cereus

and Bacillus subtilis groups made clear that it is of great

importance to take into account the limitations of FAME

analysis resolution for the construction of identification

models. Indeed, as members of such a group cannot easily

be distinguished from one another based upon FAME

data alone, identification models built upon this data can

neither be successful at keeping them apart. Comparison

of the different experimental setups ultimately led to a

few general recommendations. With respect to the

routinely used commercial Sherlock Microbial Identifi-

cation System (MIS, Microbial ID, Inc. (MIDI), Newark,

Delaware, USA), the artificial neural network test results

showed a significant improvement in Bacillus species

identification. These results indicate that machine learn-

ing techniques such as artificial neural networks are most

promising tools for FAME-based classification and

identification of bacterial species.
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Abbreviations

ANN Artificial neural network

AUC Area under the ROC curve

FAME Fatty acid methyl ester

FN False negative

FP False positive

MIS Microbial identification system

ROC Receiver operating curve

TN True negative

TP True positive

TSBA Trypticase soy broth agar

Introduction

The genus Bacillus comprises a heterogeneous

group of aerobic, endospore-forming, Gram-positive,

rod-shaped organisms. Bacillus species can be found

in various environments and many Bacillus species

are of industrial, clinical and commercial interest

due to the production of spores and a variety of

interesting components (Harwood 1989; Madigan

et al. 2000; Berkeley et al. 2002). The vagueness of

the generic definition was at the basis of the

phylogenetic incoherence of this important taxon

that could be regarded as a taxonomic dumping

ground for aerobic Gram-positive sporeformers.

Taxonomic rearrangements at the generic level have

led to a splitting of the genus, a process that is not

yet finished. This makes the genus Bacillus an

interesting group of bacteria for taxonomic and

identification studies. According to the ‘List of

Prokaryotic Names with Standing in Nomenclature’

143 unique and valid Bacillus species are currently

described (Euzéby 2007).

As approved by the ad hoc committee for the

re-evaluation of the species definition in bacteriology,

the current definition for a bacterial species is ‘a

category that circumscribes a (preferably) genomi-

cally coherent group of individual isolates/strains

sharing a high degree of similarity in (many)

independent features, comparatively tested under

highly standardized conditions’. The committee con-

cluded that the standard for species delineation is a

DNA-relatedness as measured by DNA-DNA hybrid-

ization of 70% or more (Wayne et al. 1987;

Stackebrandt et al. 2002). It should however be noted

that species with a DNA-relatedness of more than

70% usually also have a 16S rRNA sequence

similarity of more than 97% (Stackebrandt and

Goebel 1994). Nonetheless, Vandamme et al.

(1996) state that bacterial taxa should be delineated

polyphasically through a consensus based on both

phenotypic and genotypic information.

Qualitatively, the fatty acid content of bacterial

species is highly conserved and significant changes

take place only over considerable periods of time.

Quantitatively, the measured fatty acid content of a

particular strain is stable, given highly standardized

culture conditions. More than 300 fatty acids are

already found in bacteria. Differences in chain

length, positions of double bonds and the binding

of functional groups makes them very useful

taxonomic markers (Dawyndt et al. 2006; Kunitsky

et al. 2006). The evidence that cellular fatty acids

could be used for identifying bacteria was given by

Abel et al. (1963). The first genus-wide fatty acid

methyl ester (FAME) analysis of the genus Bacillus

was done by Kämpfer (1994) who concluded that

fatty acid analysis has a potential for species

differentiation within the genus Bacillus. Neverthe-

less, the taxonomic resolution of FAME analysis

should be determined for every taxon separately, as

for some genera FAME analysis allows identifica-

tion at the species level and for others it does not.

Gas chromatographic FAME analysis is cheap,

rapid and fairly inexpensive and has reached a

high degree of automation. The technique is used

by numerous laboratories for routine-based identi-

fications of bacteria (Vandamme et al. 1996).

Currently, FAME-based bacterial identification is

underpinned by commercial systems, such as the

Sherlock Microbial Identification System (MIS,

Microbial ID, Inc. (MIDI), Newark, Delaware,

USA), for which the identification libraries are

only updated in broad intervals of a few years.

Nowadays, the bacterial taxonomic landscape is

changing rather fast. This is demonstrated by the

1,580 species that have been (re)defined between

January 2005 and September 2007 (species validly

published in IJSEM). Therefore, it is critical and

necessary that these first-line identification systems

are updated much more frequently.

More than 15 years of extensive research at the

Laboratory of Microbiology (Ghent University,

Belgium) and the Bacteria Collection of the Belgian

co-ordinated Collections of Micro-organisms

(BCCMTM/LMG, Ghent, Belgium) resulted in a
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database of more than 56,000 bacterial FAME

profiles. We will refer to this proprietary FAME

database as the BAME@LMG database throughout

the rest of this paper (Dawyndt et al. 2006). The

BAME@LMG database lends itself to keep track of

the most recent changes in taxonomy of those taxa

that are vastly represented in the BAME@LMG

database and for data mining and machine learning

purposes. Statistical and machine learning techniques

have already been used for the classification and

identification of micro-organisms based on different

types of data such as mass-, Raman and infrared

spectrometric data, MALDI-TOF data, chromato-

graphic data, DNA and whole-cell protein profiles

(Goodacre et al. 1998; Giacomini et al. 2000;

Harrington et al. 2001; Xu et al. 2003; Lancashire

et al. 2005; Hutsebaut et al. 2006; Mouwen et al.

2006).

The use of machine learning techniques for the

classification of bacterial species based on FAME

profiles is still in a preliminary stage. The first FAME-

based classification of bacteria by means of artificial

neural networks (ANN) was oriented toward seven

genera of several marine bacteria. The scope of this

experiment was rather small as the genera were

represented by only 36 strains (Ruggiero et al. 1993).

Extension of this research was done by classifying 4,

5, and 14 genera of marine and environmental bacteria

respectively, covered by 35, 26, and 39 species, and

71, 50, and 45 strains (Bertone et al. 1996; Giacomini

et al. 2000; Giacomini et al. 2004). In all cases the

research was performed with a restrictive number of

parameters concerning architecture and training of the

neural networks. The researchers concluded that, as

FAME data yields information at the species level, it

would be worthwhile to build a FAME-based bacterial

species identification system. Currently, no large-

scale FAME-based species classification and identi-

fication has been established on the basis of machine

learning techniques.

In this paper we demonstrate the potential of

classification and identification of species within the

present genus Bacillus using supervised ANNs.

Different data sets were built according to proper

experimental setups considering various validation

strategies and parameter settings. This allows further

extending the classification scope in the future

including additional genera. Analyses were evaluated

both from a computational and a microbiological

perspective. Comparison of the identification results

ultimately led to some promising setups for genus-

wide Bacillus species identification. Furthermore, we

have subjected our identification results to an

in-depth comparison with those obtained by the

Sherlock MIS.

Materials and methods

Strains and growth conditions

Bacterial strains and fatty acid profiles

For this study 1,071 Bacillus FAME profiles covering

477 strains and 82 species were selected from the

BAME@LMG database. An overview of all strains

used is reported in Supplementary Table 1. To ensure

that all FAME profiles correspond to strains with a

correct species assignment, FAME profiles that are

supported by DNA hybridization, 16S rRNA analysis

or polyphasic research were preferentially selected.

Furthermore, only species covered by at least three

such FAME profiles were included.

Fatty acid methyl esters

In this study, considering the FAME analysis of

Bacillus members, 79 different FAMEs were

observed and used. To achieve high reproducibility

of the whole-cell fatty acid analysis a standard

protocol was accurately followed (Vandamme et al.

1996; Dawyndt et al. 2006). This protocol was

designed for the construction of the TSBA50

identification library that is commercially exploited

within the Sherlock MIS, from which the hardware

and software were used for chromatographic anal-

ysis, calibration, peak naming, and library

identification. For most aerobes, as the species of

the genus Bacillus, protocol conditions consisted of

a fixed growth temperature of 28�C, a growth

duration of 24 h and the growth medium Trypticase

Soy Broth Agar (TSBA), that consisted of 30 g l-1

Trypticase Soy Broth and 15 g l-1 of Bacto Agar

(Difco). Except for the strains of B. fumarioli,

B. gelatini, B. thermoamyolovorans, and B. thermo-

antarcticus (growth at 52�C), only profiles

originating from strains grown under the standard

conditions were selected.
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Fatty acids were converted to FAMEs by a five-

step procedure based on the derivatization method

initially described by Miller (1982). The resulting

volatile FAMEs were subsequently analyzed follow-

ing the experimental setup described by Dawyndt

et al. (2006). The quantity of each detected FAME is

expressed as the percentage of the total peak area

over all identified FAMEs (Kunitsky et al. 2006;

Sasser 2006). As a consequence, no further normal-

ization of the data was performed.

Models and data sets

Artificial neural networks

ANNs are inspired by biological neural networks.

The architecture of an ANN is composed of infor-

mation processing neurons that are interconnected by

weighted links. Each neuron applies a function to the

sum of the weighted input signals to calculate an

output signal (Fausett 1994). The ANN architecture is

typically visualized in layers. In this work, a feed-

forward architecture is used with two connection

layers between one input, hidden and output neuron

layer. A feed-forward ANN implies that the signals

are transferred without feedback from the input

neurons by the hidden neurons to the output neurons

(Fausett 1994). The number of nodes of the input

layer equals the number of FAMEs present in the data

set and every input node corresponds to the relative

peak area of the corresponding FAME in the

chromatogram. Each node of the output layer of the

network corresponds to one bacterial species present

in the data set what allows for multi-class classifica-

tion. The number of hidden neurons governs the

expressive power of the ANN, as it determines the

number of weights corresponding to the different

connections in the network. Therefore, the number of

hidden neurons should be chosen carefully as too few

hidden neurons leads to too few parameters to fit the

data well and too many hidden neurons leads to

overfitting of the data. Optimization of the number of

hidden neurons was performed by determining the

minimum mean squared validation error over a range

of different numbers of hidden neurons (Duda et al.

2001) (see Fig. 1). ANN implementation, training

and testing has been done using the Matlab 7.0

software and the Matlab Neural Network Toolbox.

Training, validation, and testing

Each FAME profile in the data set is labeled by its

species name. Consequently, supervised training can

be performed and an error function can be minimized

by calculating the difference between the model

output values and the target values (Bishop 1995).

Each neuron of the hidden and output layer calculates

a weighted sum of its input signals. This is also called

the activation of the neuron. All neurons subse-

quently emit a value in function of their activation

(Duda et al. 2001). Sigmoid and bipolar sigmoid

functions have been chosen for both types of neurons,

resulting in four possible combinations. These func-

tions map the weighted sum into the intervals [0,1]

and [-1,1], respectively. In this paper, we name the

combination of activation functions on both neuron

types generally as ‘activation combination’.

The backpropagation method was chosen to

determine the weights on the neural connections,

which is also known as training. Training of an ANN

by backpropagation involves three stages: feed-

forward of the training patterns through the network,

backpropagation of the error between the output

values and the target values, and adjustment of the

weights. Different training epochs were performed,

where one epoch corresponds to a single presentation

of all profiles in the training set (Fausett 1994; Duda

et al. 2001). To fasten the convergence of the error,

the resilient propagation algorithm was used (Riedm-

iller and Braun 1993).

Though perfect classification of the training data

can be achieved, new patterns could be misclassified

due to overfitting of the data. This can be avoided by

the ‘early stopping’ method which uses a validation

set to stop ANN training at the epoch corresponding

to the minimum validation error. As a result, good

generalization of the training patterns and good

identification of new input patterns will be obtained

(Bishop 1995; Mitchell 1997; Duda et al. 2001).

Validation was established by the ‘simple valida-

tion’ and ‘m-fold cross-validation’ methods. Simple

validation divides the initial data set into a training set

and a validation set. By m-fold cross-validation, the

initial data set is randomly divided into m subsets of

size n/m, with n the total number of input patterns. Of

the m subsets, one set is retained as validation set, and

the remaining sets are used for training. Cross-

validation is repeated m times, each time with a
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different subset as validation set. Subsequently, the

performance is estimated as the mean of the m errors

(Duda et al. 2001). In this work, we performed a

stratified cross-validation by which the profiles of each

species are randomly partitioned into m folds. Conse-

quently, the species distribution in each fold remains

equal to that in the original data set (Kohavi 1995).

ANN performance was finally evaluated with a

test set. Identification of unknown FAME profiles

was done by the winner-take-all rule. As such, the

label corresponding to the output neuron with the

highest value was assigned to the FAME profile

(Fausett 1994; Duda et al. 2001).

Data sets

From the initial data set containing 1,071 profiles two

possible directions can be taken for data set creation.

Research should elucidate whether all data in the data

set can be used or whether an equal number of

profiles per species should be sampled. The former

case is better known as data sets with an imbalanced

class distribution. As our data are highly costly this

type of data set should be preferred. The latter case is

better known as under-sampling the data set to deal

with class imbalances. These two types data sets will

further be denoted as imbalanced and balanced data

sets. Different types of imbalanced data sets have

already been analyzed, such as highly imbalanced

two-class data sets (Japkowicz and Shaju 2002) and

imbalanced multi-class data sets (Weiss and Provost

2003). As the Bacillus species are regarded equally

important, our identification setup differs from those

described.

Balanced data sets were created by randomly

sampling three FAME profiles per species. From each

balanced and imbalanced data set a test set was

created by randomly sampling one third of the

profiles of each species while using the remaining

data for training. Cross-validation was performed

with two folds. In the case of simple validation, a

validation set was created by randomly sampling 50%

of the training profiles of each species. Ultimately,

these setups resulted in four experiment types. Each

experimental setup was repeated ten times, each time

with randomly sampled profiles. According to the

four possible activation function combinations four

ANNs were trained for each experimental setup. This

finally resulted in 160 ANN experiments. For high-

performance computing these experiments were per-

formed on a Blade cluster (Intel Corporation, Santa

Clara, CA, USA). Identification itself can easily be

done on any modern PC.

Statistics

In this study we are confronted with multi-class

classification. The use of performance metrics, such

as accuracy and F-score, assumes that the class

distribution is known and remains unchanged. As

experiments with balanced and imbalanced data sets

were performed, these measures cannot be used. The

use of Receiver Operating Characteristic (ROC)

curves are more appropriate due to their insensitivity
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Fig. 1 Determination of the minimum number of hidden

neurons for the classification of the imbalanced data set

covering 82 species and validated by stratified cross-validation.

Mean squared error (MSE) values are plotted for different

numbers of hidden neurons (step size of 5). The final number of

hidden neurons is pointed by the arrow
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to changes in class distribution (Weiss and Provost

2003; Fawcett 2006). ROC curves are built based on

a confusion matrix resulting from a two-class clas-

sification. In our case, n confusion matrices were built

corresponding to the n classes to be classified. As we

tried to distinguish each species from all other

species, the associated matrices were generated

following the one-versus-others method. This means

that for each class i, the profiles of class i were

labeled positive and the profiles of the other classes

negative (Rifkin and Klautau 2004). The correspond-

ing confusion matrix was built considering the output

values of output neuron i and a certain threshold

value. As such, a true positive (TP) corresponded to a

positive profile with a value above the threshold. A

value under the threshold led to a false negative (FN).

Dividing the total number of TP by the sum of the

total number of TP and FN led to the true positive

rate. A negative profile with an output value above

the threshold was a false positive (FP). In the other

case the profiles were true negatives. Similarly, the

corresponding false positive rate was calculated.

ROC curves are two-dimensional graphs created by

plotting the true positive rate of the classifier on the

Y-axis and the false positive rate on the X-axis. The

resulting point shows how well the model classified

the data. Perfect classification is represented by the

point (1, 0). The diagonal line y = x represents the

strategy of randomly guessing classes. Instead of

visualizing the performance of a classifier in ROC

space by a single point, one can also create a ROC

curve by varying the threshold from 0 to 1 or from -1

to 1. As such, each threshold value corresponds to a

different ROC point. To compare different classifiers,

it is common practice to use the area under the ROC

curve (AUC) value. Statistically, the AUC represents

the probability that a classifier will assign a randomly

chosen positive instance a higher score than a

randomly chosen negative instance (Fawcett 2006).

Classification of n classes implies the calculation

of n AUC values. As an overall performance measure

we calculated the mean of the different AUC values,

analogously to Hand and Till (2001), who calculated

an overall AUC value as the mean AUC for each pair

of classes.

For each experiment type, repeated 10 times, the

mean overall AUC and the standard deviation were

calculated. Significantly difference in performance

was tested by the Wilcoxon rank sum test and defined

by a P-value below 0.05. Tests were performed for

the balance type and the validation type.

Results and discussion

ANN performance analysis

To evaluate ANN-based Bacillus species classifica-

tion, an initial data set was composed of 1,071 whole-

cell FAME profiles, originating from standard growth

conditions and covering 82 species represented by

heterogeneity of 477 strains. Different training, vali-

dation and test sets were randomly created, with

varying balance type and validation type. An overview

of ANN performance for each experiment type is given

in Table 1 for the activation combination leading to the

best results. The mean overall AUC of each experiment

type is plotted in Fig. 2 for each activation combina-

tion. The four highest mean overall AUC values were

obtained for the imbalanced and cross-validated

Table 1 Overview of the identification results of each experiment type with the activation combination leading to the highest mean

AUC

Experiment type Activation # training profiles # validation profiles # test profiles AUCmean (AUCst.dev)

bal3val sig/bis 82 82 82 0.829 (0.041)

bal3cv bis/bis 164 0 82 0.881 (0.023)

imbal3val sig/bis 384 362 331 0.882 (0.031)

imbal3cv bis/bis 746 0 331 0.914 (0.010)

An experiment type consists of a balance type: balanced (bal) or imbalanced (imbal), and a validation type: simple validation (val) or

cross-validation (cv). An activation combination consists of two activation functions: sigmoid (sig) or bipolar sigmoid (bis) functions.

The first function is set on the hidden neurons; the second function is set on the output neurons. Number of training, validation and

test profiles, and the mean and standard deviation of the area under the ROC curve (AUC) are reported
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experiment type. The best result was obtained for the

experiment type with the bipolar sigmoid activation

function on both neuron types. The corresponding

mean overall AUC value was 0.914 and the mean TP%

over all test profiles was 75.2%.

The two experiments with the highest overall AUC

values were the imbalanced and cross-validated

experiments with the sigmoid and the bipolar sigmoid

function on both neuron types and repeat numbers 3

and 6. The overall AUC values obtained were 0.933

and 0.932, respectively. These experiments resulted in

a TP% over all test profiles of 74.3 and 79.2%,

respectively. As mentioned in the Materials and

Methods section, due to the imbalance effect this

metric cannot be used for comparison of classifiers. It

is only given as an indicator of the identification

performance of a specific experiment. Together with

the results in Table 1, it can be concluded that, given

the possibility that some species are hard to distin-

guish from others based on FAME profiles alone, a

quite good classification can be achieved using ANNs.

To analyze significant difference performance, a

Wilcoxon rank test was performed for each relevant

pair of experiment types. Only comparisons were

done to analyze the effect of the balance type and the

validation type. This implies that only those exper-

iment types were compared differing in the respective

parameter. An overview of the P-values is given in

Table 2. Several general conclusions can be drawn

from Fig. 2 and Table 2: (i) classification of the

species of the imbalanced data sets led to higher AUC

values; (ii) cross-validation led to better results; and

(iii) no winning activation combination was detected.

These conclusions are discussed in more detail in the

following sections.

Effect of balance type

To analyze the effect of class balance type, experi-

ment types with equal validation type were compared.

Figure 2 shows that imbalanced experiment types

lead to higher mean AUC values. Table 2 indicates

that all eight comparisons of balanced versus imbal-

anced experiments types show a significantly better

performance when considering imbalanced data sets.

For our experimental setup, this is extremely impor-

tant as our data are highly costly. These results can be

explained due to the incorporation of a larger number

of profiles and thus the information availability of

bal3val bal3cv imbal3val imbal3cv
0.5
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m
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n 
A

U
C

bis/bis
bis/sig
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sig/bis

Fig. 2 Mean overall area under the ROC curve (AUC) and

standard deviation (flags) of each experiment type for each

activation combination. An experiment type consists of a

balance type: balanced (bal) or imbalanced (imbal), and a

validation type: simple validation (val) or cross-validation (cv).

An activation combination consists of two activation functions:

sigmoid (sig) or bipolar sigmoid (bis) functions. The first

function is set on the hidden neurons, the second function is set

on the output neurons

Table 2 P-values of the Wilcoxon rank test based on the

mean AUC of each experiment type for each activation com-

bination: bis/bis (top-left), bis/sig (top-right), sig/sig (bottom-

left) and sig/bis (bottom-right)

P-value bal3val bal3cv imbal3val imbal3cv

bal3val 0.0007* 0.0002*

bal3cv 0.0002* 0.0003*

imbal3val 0.0002* 0.0013*

imbal3cv 0.0008* 0.0002*

bal3val 0.3256 0.0032*

bal3cv 0.1403 0.001*

imbal3val 0.0002* 0.0172*

imbal3cv 0.0002* 0.0013*

An experiment type consists of a balance type: balanced (bal)

or imbalanced (imbal), and a validation type: simple validation

(val) or cross-validation (cv). Only P-values are shown for

experiment types differing in one of these two parameters. An

activation combination consists of two activation functions:

sigmoid (sig) or bipolar sigmoid (bis) functions. The first

function is set on the hidden neurons, the second function is set

on the output neurons. Significantly better identification

performance is indicated by an asterisk (*) (P \ 0.05)
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more intra-species heterogeneity. Beside this, errors

in imbalanced experiments are averaged over more

data points, resulting in a delayed early stopping. This

implies longer training which, together with the larger

heterogeneity, leads to a better generalization of the

data and a better identification of unknown patterns.

From Table 1 and Fig. 2 it can be seen that the

standard deviations in the balanced experiment types

were larger than those of the imbalanced experiment

types. This implies that the balanced data sets are

inherently linked to the loss of critical information and

that the corresponding classification is highly depen-

dent on data sampling. Altogether, we can conclude

that it is more difficult to distinguish between FAME

profiles of the different species when considering

balanced data sets. This finally led to the choice of

training on imbalanced data sets.

Effect of validation type

To analyze the effect of the validation type, experi-

ments with equal balance type were compared.

Figure 2 and Table 1 indicate that stratified cross-

validation leads to higher mean AUC values than

simple validation. From Table 2 it can be concluded

that in 6 out of 8 comparisons of the experiment types,

the experiments validated by stratified cross-valida-

tion led to a significantly better performance. Cross-

validation can generally be expected to lead to better

results, in contrast to simple validation, as the errors

during cross-validation are averaged over the different

folds and, thus, have less impact on the stopping of the

ANN training. As a consequence, the final error

function during cross-validation increases less

quickly. In the experimental setup, stratified cross-

validation should be preferred over simple validation.

Effect of activation

As mentioned above, no clear winning activation

combination can be deduced from Fig. 2. A Wilco-

xon rank test was performed to test significant

differently different activation combinations. Tests

were performed for each pair of activation combina-

tions by comparing equal experiment types.

Significant test results were obtained with a P-value

below 0.05. The numbers of significantly different

mean AUC values are reported in Table 3. No

significantly better activation combination over all

experiment types was found. Consequently, this

parameter should be determined empirically.

Additional tests

Winner-take-all

The goal of first-line identification tools, such as gas

chromatographic FAME analysis, is not to achieve an

exact identification but rather to narrow down the

bacterial spectrum. Hence, an additional test was

done by analyzing, for each test profile, the species

labels corresponding to the output neurons with the

five highest output values. In this experimental setup,

a TP was seen as a hit when the correct species label

corresponded with one of the five highest scores

(annotated as ‘five-best’ in Fig. 3). The mean TP%

was calculated by dividing the number of TPs by the

number of test profiles and averaging it over the ten

repeats. Similarly, this metric was calculated for all

experiment types in the original experimental setup

(annotated as ‘first’ in Fig. 3). Accuracies of the

experiment type with activation combination sig/sig

are plotted in Fig. 3. Plots for experiment types with

other activation combinations are similar (data not

shown). It is obvious that for all experiment types the

‘five-best’ approach leads to better identification

results and that this approach meets the goal of

narrowing down the bacterial spectrum rapidly.

Closely related species

A closer look at the identification results leads to

the conclusion that some species are better identi-

fied than others. An important issue related to this

Table 3 Number of activation combinations for the four

experiment types leading to significantly different area under

the ROC curve values based on the Wilcoxon rank test

(P \ 0.05)

P-value bis/bis bis/sig sig/sig sig/bis

bis/bis

bis/sig 1/4

sig/sig 2/4 0/4

sig/bis 2/4 1/4 0/4

An activation combination consists of two activation functions:

sigmoid (sig) or bipolar sigmoid (bis) functions. The first

function is set on the hidden neurons, the second function is set

on the output neurons
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problem is the distinctness between species. The

genus Bacillus contains two groups of species that

are closely related: the Bacillus cereus group,

which contains the species B. anthracis, B. cereus,

B. mycoides, B. pseudomycoides, B. thuringiensis

and B. weihenstephanensis (Euzéby 2007), and the

Bacillus subtilis group, which contains the species

B. amyloliquefaciens, B. atropheus, B. axarquiensis,

B. licheniformis, B. malacitensis, B. mojavensis,

B. pumilus, B. sonorensis, B. subtilis, B. tequilensis,

B. vallismortis and B. velezensis (Gatson et al.

2006; Hutsebaut et al. 2006). Identification tools

will hardly be able to distinguish between the

B. cereus-related species. This can be deduced from

the highly similar fatty acid profiles of B. cereus and

B. thuringiensis; from genetic rRNA, gene and

plasmid sequence analysis; from population genetic

studies and comparative genomic analysis; and

because these species can only be differentiated

based on their morphology, phenotype and pathoge-

nicity (Drobniewski 1993; Kämpfer 1994; Bavykin

et al. 2004; Tourasse et al. 2006). For the Bacillus

subtilis group a similar conclusion can be drawn.

Fatty acid profiles of B. amyloliquefaciens,

B. licheniformis, and most strains of B. subtilis are

highly similar and strains of B. amyloliquefaciens

show fatty acid patterns almost indistinguishable

from those of B. subtilis (Kämpfer 1994). Based on

16S rRNA analysis, Ash et al. (1991) showed that

B. subtilis-related species form a distinct clade in the

phylogenetic Bacillus tree. As a result, one cannot

expect that ANNs will be able to classify group-

related species correctly. Based on this prior

knowledge, a new evaluation of the experiments

was done. When the profile of a species belonging

to a species group was identified by the winner-take-

all rule as a member of that group, then the species

was annotated as a TP (annotated as ‘group’ in

Fig. 3). Also in this case, a mean TP% was

calculated and the results are plotted in Fig. 3.

Figure 3 clearly shows that considering species

groups improves the mean TP%. This also confirms

that FAME profiles of group-related species are

highly similar and that it is difficult to differentiate

between these species based on FAME data. Beside

the existence of species groups, it is also possible

that some species that are generally not regarded as

belonging to species groups, are closely related to

other species. Therefore, identification methods

should take into account that these species cannot

be separated based on their whole-cell fatty acid

content. In both cases, analysis of the resolution of

FAME analysis for species discrimination and the

integration of this resolution information into the

identification model will further enhance the FAME-

based species identification and contribute to the

goal of a first-line identification tool.

Sherlock MIS

FAME-based identification of bacterial species is

routinely done using the Sherlock MIS. To investi-

gate the performance of ANN identification, our

identification results were compared to those of the

MIS. For this specific comparison, identification was

restricted to those species covered by the TSBA50

library of the Sherlock MIS. This library contains 61

Bacillus entries, representing only 33 unique Bacillus

species due to the presence of invalid species and

artificial GC-groups. In the latter case, GC-groups

representing the same species were merged together.
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Fig. 3 Mean true positive (TP) percentage for each experi-

ment type for the activation combination sig/sig (sigmoid

function). Percentages are given for the identification of the

correct species name as highest output score (First), as present

in the five highest output scores (Five Best) and as highest

output score when considering species groups (Group). An

experiment type consists of a balance type: balanced (bal) or

imbalanced (imbal), and a validation type: simple validation

(val) or cross-validation (cv)
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Our data set contained 31 species present in the

TSBA50 library. Ten test sets were created by

randomly sampling one test profile of each valid

species. The ANN trained with an imbalanced data

set, validated by cross-validation, with the sigmoid

and bipolar sigmoid activation functions respectively

on the hidden and output neurons, and an AUC value

of 0.931, resulted in a mean identification TP% value

of 73.55%. The corresponding MIS identification

resulted in a mean TP% value of 49.03%. This result

reveals a clear increase in correctly identified species

when using ANNs. Although the ANN identification

results look promising, it should be noted that

Sherlock MIS implements multiple genera. Conse-

quently, larger numbers of species obviously make

the MIS identification more prone to FN. Besides

this, the winner-take-all rule always labels profiles

with a certain species name, while the Sherlock MIS

also outputs a ‘no-match’ result. More reliable

comparisons will be obtained by building an ANN

identification system covering multiple genera.

Though based on initial experimental results, it can

be concluded that the ANN approach leads to an

improved FAME-based identification strategy for

Bacillus species.

Conclusions

Initial tests applying ANNs for FAME-based classi-

fication and identification of bacterial genera showed

promising results. Giacomini et al. (2004) and Ber-

tone et al. (1996) concluded that it is worthwhile to

build a system for FAME-based identification that

discriminates bacteria at the genus level. It however

remained to be seen how classification of bacterial

FAME profiles could be used to discriminate between

species of a single genus. Kämpfer (1994) proved that

fatty acid analysis has a potential for species differ-

entiation within the genus Bacillus. As described in

our paper, multiple experimental setups were ana-

lyzed to verify the possibilities for genus-wide

species identification by combining ANN and FAME

data. Even though FAME analysis is routinely

performed in many laboratories, this mass of data

has never been subjected to a machine learning

strategy for FAME-based species classification. Gen-

erally seen, good identification results for Bacillus

species were obtained. We successfully proved that

bacterial species of a single genus can be distin-

guished based on their FAME content using ANNs,

which are a good option for the identification of

species in the genus Bacillus. Proper experimental

setups however imply that there are still other setup

preconditions to be tested, which possibly could

contribute to an improved classification performance.

Besides this, research was restricted to the genus

Bacillus and it remains to be seen how ANN-based

species classification behaves for other genera.

From the experimental setups we may conclude that

ANN-based identification improves with imbalanced

data sets validated with stratified cross-validation. It is

expected that bacterial identification will generally

improve when more profiles are available for each

species due to a larger intra-species heterogeneity.

Furthermore, the combination of activation functions

used by ANN should be determined empirically. By

determining the best activation functions and optimiz-

ing the number of hidden neurons, a good genus-wide

FAME-based species identification system can be

achieved for the genus Bacillus.

Some species are very closely related both geno-

typically and phenotypically, such as the species

within the Bacillus cereus group and the Bacillus

subtilis group. In these cases, species identification

should be done as group identification. Better results

were achieved following this strategy. When consid-

ering the use of FAME-based identification as first

line identification tool, narrowing the bacterial spec-

trum can also be achieved more efficiently by

analyzing the best results given by the identification

model. Both cases prove that integrating the resolu-

tion of FAME analysis in the identification system

will enhance first-line species identification.

Identification fully relies on the species library and

the resulting data sets. Training of the data can be

compromised when species are renamed or strains are

wrongly assigned. In a continuously changing field,

such as microbial taxonomy, these errors are inherent

to the data set. However, with the power of our

identification approach and in contrast to the com-

mercial system, we can rapidly update the backend

library and retrain the classification model.

Future research will extend the identification

power of FAME-based ANN with the inclusion of

species from multiple genera and with the availability

of more FAME profiles for those species with a

limited number of profiles.
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These results presented are highly promising for

the classification of Bacillus species. Nevertheless,

the Bacillus content of the BAME@LMG database is

restricted by research in specific ecological, clinical

and industrial fields. This is underlined by the

presence of 82 species of the 143 described in the

‘List of Prokaryotic Names with Standing in Nomen-

clature’ (Euzéby 2007). Microbial research in a single

laboratory will only slightly increase the number of

Bacillus species. Therefore, cooperation between

laboratories and institutes will be most valuable and

necessary to cover a wider range of the bacterial

landscape and to increase the number of FAME

profiles. This cooperation, in the digital decade of the

Internet, should not be a huge obstacle as this

application would benefit the research of all cooper-

ating parties.

As the microbial landscape is a continuously

changing medium, the huge advantage of this

approach will be an up-to-date identification scheme.

By cooperation and extending this research in the

future, the resulting automated FAME-based identi-

fication tool for bacteria will be most valuable in

microbiology and many related fields.
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